Vertical Data Management and Mining

1. INTRODUCTION

Scalable Data Mining

The explosion of machine collected-data technologies, such as bar-code and RF-ID tag scanners in commercial domains, sensors in scientific-industrial domains, telescopes and Earth Observing Systems in the aero domain, are adding tremendous volumes to the already huge amounts of data available in digital form. In the near future, sensor networks in battlefields, agricultural fields, manufacturing domains and meteorological domains, will only exacerbate this data overload situation.  This explosive growth in data and databases generates the need for new techniques and tools that can intelligently and automatically transform the data into useful information and knowledge. Data mining is one such technique.

Data mining or knowledge discovery in databases (KDD), aims at the discovery of useful patterns from large data volumes. Data mining is becoming much more important as the number of databases and database size keeps growing. Researchers and developers in many different fields have shown great interest in data mining.

Data mining has two kinds of scalability issues: row (or database size) scalability and column (or dimension) scalability [HK01]. The row-scalability problem is sometimes referred to as “the curse of cardinality” and the column scalability problems is referred to as “the curse of dimensionality”.  A data mining system is considered (linearly) row scalable if, when the number of rows is enlarged 10 times, it takes no more than 10 times as long to execute the same data mining queries. A data mining system is considered column (linearly) scalable if the mining query execution time increases linearly with the number of columns (or attributes or dimensions). 

The use of traditional horizontal database structure (files of horizontally structured records) and traditional scan-based, data processing approaches (scanning files of horizontal records) are known to be inadequate for knowledge discovery in very large data repositories [HK01, HPY00, SAM96]. This Presentation addresses the scalability and efficiency issues in data mining by considering the alternative, vertical database technology.

In vertical databases, the data in each table, file or relation is vertically partitioned (projected) into a collection of separate files, one for each column or even one for each bit position of each (numeric) column.  Such vertical partitioning requires that the original matchup of values be retained in some way, so that the “horizontal” record information is not lost.  In our approach, the horizontal match-up information is retained by maintaining a consistent ordering or tree positioning of the values, relative to one-another.  If we consider a list to be a 0-dimensional tree, then we can speak in terms of tree-positioning only.

We partition all data tables into individual vertical attribute files, and then for numeric attribute domains, further into individual bit-position files.  For non-numeric attribute domains, such as categorical attribute domains, we either code them numeric or construct separate, individual, vertical bitmaps for each category.  If the categorical domain is hierarchical, we simply use composite bitmaps to accommodate the higher levels in that concept hierarchy.

The first issue we will deal with is that data mining almost always expects just one table of data.  Although Inductive Program Logicians have attempted to deal with multi-table or multi-relational data directly, we argue that this approach has inherent shortcomings.  Our approach is to combine the multiple tables or relations into one first and then datamine the resulting “universal” table.  However, any such approach would only exacerbate the curse of cardinality (and to some extent the curse of dimensionality) if applied directly, that is, if it is applied by first joining the multiple tables into one massively large table and then vertically partitioning it.

Our approach is to convert the sets of compressed, lossless, vertical, tree structures (P-trees) representing the original multiple tables directly to a set of compressed, lossless, vertical, tree structures (P-trees) representing the universal relation, without ever having to actually join the tables.  Since the resulting P-trees are compressed, this ameliorates the curse of cardinality to a great extent.

As to the curse of dimensionality, except for domain knowledge related and analytical (e.g., Principal Component Analysis) dimension reduction methods, there is no way to relieve the curse of dimensionality.  In some real sense it is not a curse, but a fact, if the internal information is spread across all dimensions.

A General Framework for Data Mining

Data mining techniques are as diverse as the questions they are trying to answer [1].  However, it is the contention presented here that fundamental issues of partitioning link almost all the data mining techniques.  A store that tries to analyze shopping behavior would not benefit much from a machine learning algorithm that allows prediction of one quantity as a function of some number of other variables.  Yet, such an algorithm may be precisely the right tool for an agricultural producer who wants to predict yield from the nitrogen and moisture values in his field.

We will show that both of those problems and their solutions, as well as several other standard techniques, can be described in the same framework of generalized database operations.  The relation concept is at the center of our model.  The relational data model is a ubiquitous model for database systems today.  The notion of a unary equivalence relation is central to understanding data patterns through similarity partitioning and the notion of a comparison relation (order relation or hierarchy) is central for distinguishing similarity patterns.  The former glues object together and the latter distinguishes them.  The former is reflexive, symmetric and transitive and the latter is irreflexive, and transitive.

We can view a relation, R(A1,…,An) with Dom(Ai) = Xi, as the f-1(1)-component of the pre-image partition generated by a function

f:X1(…(Xn ( {0,1}

which assigns 1 if the tuple “exists in the relation” and 0 if it “does not exist in the relation”  (pre-images of functions; partitions and equivalence relations are pair-wise dual concepts).  That is, we partition the full Cartesian product of the attribute domains into two components whenever we define a relation.  Data mining and database querying are a matter of describing the non-randomness of that partition boundary (if it is non-random).  Clearly, if f is identically 1, the relation is the entire Cartesian product and there is no boundary.  This is one extreme.

At the other extreme, f is the characteristic function of a singleton set and there is a clear boundary and clear non-randomness.  Data mining in the latter case degenerates to data querying.  So "searching for patterns" can be viewed as searching for and describing the non-randomness of that boundary.

A partition on a relation over attribute domains, X1,…,Xn is the pre-image partition generated by a surjection function,

F:X1(…(Xn ( {0,1,…,N}.

The range provides a labeling for the partition.  We don’t need to define a relation separately from a partition since this partition function, F, when composed with the characteristic function, g:[0,N] --> [0,1] given by g(n)=1 iff n(0,  is the function, f, that defines the underlying relation being partitioned.  Composition with this characteristic function is used in Market Basket Research to focus on existence of a data item in a market basket (independent of  count issues) in much the same way.

Another very central construct we will use to unify data querying and data mining of a relational database is the partition.  Both the “partition - equivalence relation” duality and the “partition - label function” duality will be exploited in this treatment - namely, every partition generates an equivalence relation and vice versa, and every labeled partition generates a function from the partitioned set to the label set and vice versa.  Partitions have sub-objects.

A sub-partition is simply a finer partition (every partition component is a subset of a component of the super-partition).  The class of partitions forms a partially ordered set under the “sub” operator.  Within the context of the partially ordered set of partitions (or the lattice of partitions), querying, indexing, clustering, classification, association rule mining, data warehousing operations, and even concurrency control can be defined and related.  

Using this extended model, it may be possible to bring database and data mining research together.  It may also be possible to eliminate the current need for two separate systems, an operational database management system and a data warehouse.  If this should happen, the original goals of database management, namely: centralized control of enterprise data resources, reduced data redundancy, standardization of schemas, database correctness (i.e., serializability), maximal information resource utilization, etc.; may be achieved.  The purpose of this paper is to attempt to make a contribution in this direction.

We will use the notions of partitions and hierarchies (partial orderings) of partitions as a unifying theme.  Most data mining operations involve partitioning – based on distance functions, classifiers, equivalence relations (e.g., binning algorithms) and chaining techniques (e.g., density-based clustering).  For example, clusters generated from the k-means clustering method are partitions produced from distance functions.  Partitions are often but not always represented by indexes.  Data warehouses use bitmap indexes for data mining queries.

Many data mining algorithms use tree-structured indexes to represent hierarchical partitions.  Examples of such indexes are B+-trees, R-trees[2], Quad-trees[3], and P-trees[4,5,6,7,8].  A close relationship exists between bitmap indexes that are used in data warehouses, and P-tree indexes.

The “distance function - similarity measure”, the “distance function - norm dualities”, and the “distance function - scalar product” dualities will be exploited in this paper, also.  We will discuss distance between data points (i.e., database tuples) in a general framework that includes commonly used distance metrics such as Euclidean distance and Manhattan distance, as well as other Lp-distances and their variations, the Max distance, and a new distance called the HOBBit distance[5].  Each of these generates a similarity measure and therefore a whole class of clusterings (depending on the clustering algorithms employed).  Each of these also generates a norm and scalar product and therefore provides the notions of orthonormal basis and coincident angle.

Support Vector Machines (SVM), Wavelet Analysis, Principal Component Analysis (PCA) and other approaches to clustering and classification make use of these notions.  It will be necessary to keep in mind when considering a database state in the context of a linear space, that a database state is always finite and discrete and therefore is a subset, not a subspace.  We refer the reader to [12] regarding functional and linear space details.  We will show how one of the standard distances, namely the Max distance, can provide huge benefits when dealing with categorical data.  We encode categorical attributes, based on their labels, as an integer and break up the integer into bit planes.  

The bit planes are then treated as Boolean variables, the distance between which is given by the Max distance.  We will show that this results in a distance of 1 whenever the attribute values differ.  By this scheme we can encode a categorical attribute that has a domain of 2n values in n bits without losing any of the distance properties of the standard encoding (which uses one Boolean attribute for each of the 2n domain values).  This shows how a systematic treatment of distance metrics can lead to dramatic performance improvement.

It is important to note that the standard encoding of categorical attributes that uses one Boolean attribute for each domain value can easily be regained by a bit-wise "AND" operation on a combination of Boolean attributes and their complements.  This allows existing algorithms to be used unmodified.

Based on attribute values and distances, we will identify partitions that can be efficiently searched through indexes.  It is important for our discussion that partitions can be defined at many levels.  In the data mining context this can be identified with a concept hierarchy, or in our model a “partition hierarchy”.  Concept hierarchies are commonly defined as a tree of mappings from a set of low-level concepts to more general concepts, such as "city" < "province_or_state" < "country"[1].

More general mappings are described through directed graphs and are called concept lattices.  In practice, concept hierarchies are often converted into what we will term concept slices by realizing that a lower level attribute only has to specify the incremental information with respect to the higher-level attribute.  In the presence of the higher-level attribute “year” the month is uniquely defined through its name or number (without specifying the year), and the day through the attribute “day_of_month”. Specifying a concept hierarchy for these attributes requires combining attributes ("year","month","day_of_month") < ("year","month") < "year".  We will refer to “year”, "month" and "day_of_month" as concept slices. Concept slices can only be defined for concept hierarchies, i.e. trees, not for concept lattices, i.e., graphs.

Concept lattices can be converted to concept hierarchies by identifying a spanning tree.  Day can either be seen as a lower-level concept for month (“day_of_month”) or for week (“weekday”), and both month and week can be represented through incremental information with respect to year.  

When a concept slice-based representation is used a decision has to be taken, which of the possible spanning trees will be used as basis.  It is also possible to derive a concept hierarchy from the intervalization of numerical attributes.  Efficient data mining on numerical attributes normally requires values within some interval to be considered together.  It is often useful to do data mining at a variety of levels of interval width leading to a concept hierarchy based on intervals of integer valued attributes.  We will show that in this model bit planes can be considered concept slices that can be used to map out a concept hierarchy by a bit-wise "AND" operation.  This treatment naturally extends to the concept lattices.

A concept lattice is a collection of attributes for which the mapping from low-level concepts to high-level ones only defines a partial order.   It is important to note that although we break up both integer and categorical attributes into bit planes we do so with different motivation.  For integer attributes the individual bits are considered concept slices that can be used within a framework of concept hierarchies.  Knowing which bit position is represented by a given attribute is essential for the correct evaluation of distance, means, etc.

For categorical attributes the individual bits are considered equivalent and are not part of a concept hierarchy.

Consistent evaluation of distance requires use of a particular metric, namely the Max metric.  In section 2, we will discuss the key ingredients of our model, namely the assumptions we make about tables, how partitions are formed (2.1), some background on distance measures (2.2) and the notions of concept hierarchies and concept slices (2.3).  In section 3, we will look at data mining algorithms in more detail, and will see how partitions and, in particular, indexes can improve performance and clarity.  We end with concluding remarks in section 4.

Theory

At the heart of our description is a table R(A1,A2, ..., An).  We decide to use the term “table” rather than “relation” because our treatment of distance requires us to be able to discuss rows of the table as vectors.  Tuples of a relation are sets rather than vectors.  The practical relevance of this distinction can be seen especially clearly when we discuss how different distance measures can be chosen for different dimensions in attribute space.

We are not concerned with normalization issues.  The table in question could therefore be a view, i.e. the result of joins on more than one of the stored tables of the database.  One or more attributes of this table constitute the key.  Many of the techniques we describe are based on a specific order of data points.  We will generally define this order based on the values of the key attributes.  In a general setting attributes could come from one of several domains.

In the following we assume that all domains have been mapped to integers.  This does not limit our presentation much since most domains naturally lend themselves to such a mapping: Boolean attributes correspond to values of 0 or 1, string attributes are represented in a way that maintains their lexicographical order, and continuous variables are discretized.

Discretization of continuous variables can be seen as the lowest level of intervalization.  We will discuss intervalization of numerical attributes further in the context of concept hierarchies.  All domains mentioned so far have an associated natural order that is well represented by integer variables.

Categorical attributes are an exception to this in that they are represented by nominal values, i.e., sets of values with no natural order.  We encode categorical attributes by assigning an integer label to each domain value.  The bit-wise representation of these labeling integers is broken up into bit planes.  We will discuss in 2.2, how we can assure the distance of any two such attributes to be one by using the standard Max metric.

Partitions

Our main mechanism for the extraction of information from a table is a partition.  A partition is a mutually exclusive, collectively exhaustive set of subsets (called “components”).  One possible basis for the partitioning of a table is the value of one or more attributes.  In database systems such a partition is often realized as an index, i.e. a table that maps from the attribute value to the tuples of the partition component. A common reason to implement an index is to provide a fast access path to components of the partition.

An index,

I(R,Ai)

for R on an attribute, Ai, is a partition produced by the pre-image sets of the projection function,

f:R ( R[Ai]

and the range values can be viewed as labeling the components of the partition (i.e., a labeled partition of R).  An attribute can be a composite.  A multi-level index is a tree structure representing a hierarchical partition.

We will consider every function (e.g., f:R ( R[Ai]) to have an “inverse” defined, in general, as a set-valued function from the range to the powerset of the domain, e.g.,

f:R ( R[Ai]
has inverse,

f–1 :R[Ai] ( 2R
which maps a to the set of all tuples containing a in the ith component.  In fact, the range of  f–1  is the partition.).

Not every partition has to be implemented using an index.  While an index always defines a partition, defining a partition without an index on it may well be useful.  An example of a partition without an index is the result of a "select" query.  A "select" creates a partition of the table into rows that satisfy a given condition and those that don't.  

It is important to realize how the concept of partitions is relevant at several levels of database systems, from indexes to queries.  The relationship can most easily be seen for the example of bitmap indexes in data warehouses.  Bitmap indexes are bit vector representations of regular indexes based on the value of an attribute.  The result of a query is represented by a bitmap that partitions a table into rows that are of interest, labeled by the value 1, and those that are not, labeled by 0.  We will later look at other indexes that label exactly two components, in particular at P-tree indexes.

The structure of P-trees has been described elsewhere [8].  The most relevant properties in the context of this discussion are the following:  P-trees are a data mining-ready representation of integer-valued data.  Count information is maintained to quickly perform data mining operations.  P-trees represent bit information that is obtained from the data through a separation into bit planes.

Their multi-level structure is chosen so as to achieve compression through a tree-based structure in which nodes or quadrants that are made up entirely of 0's or entirely of 1's (pure quadrants) are eliminated.  A consistent multi-level structure is maintained across all bit planes of all attributes.  This is done so that a simple multi-way logical AND operation can be used to reconstruct count information for any attribute value or tuple. All major data mining techniques involve partitioning.  We will now look at how the concept of partitions is implemented in clustering, classification, and Association Rule Mining (ARM).

A clustering is a partition generated by an equivalence relation from a similarity measure.  The mechanism producing an equivalence relation from a similarity meas. depends on the clustering method.  In hierarchical clustering, a hierarchical partition is generated.

The classification of R[A1 ,…, An] by class label attribute, Ai, is a map

g:R[A1,…,Ai-1, Ai+1,…,An] ( 2R[Ai]

where 2R[Ai] stands for the power set of the extant domain of the class label attribute.  The mapping varies depending upon the classification method.

For decision tree induction, stopping rules usually terminate the decision tree generation before a unique class label has been determined, and a plurality vote is used to pick a class label for that branch of the tree or a probability distribution function is attached to that branch.  We can think of each level in the tree construction as a partitioning of the remaining relation, R'(Ai1,…,Aip) via pre-images under the projection

,

g:R'(Ai1,…,Aip( R'(Ai1,…,Aij-1Aij+1,…,Aip

where Aij is the decision attribute at that node in the tree.  This process is continued along each branch of the tree until a stopping condition is satisfied, at which point, the remaining relation fragment contains some subset of R[Ai]  (ideally, but not always, a singleton set).  Therefore the decision tree amounts to a map

g:R[A1,…,Ai-1,, Ai+1,…,An] ( 2R[Ai]

generated by a succession of projection-pre-image partitions.

It is not necessarily determined by the value of the class label attribute alone.  Lazy classifiers make use of different partitions.  When the classifier results in a unique class label range value, i.e., in

g:R[A1,…,Ai-1, Ai+1,…,An] ( 2R[Ai]   g(t) is always a singleton set,

classification is a generalization of the graphing problem, namely, given a set of domain values for which the range values are known, fill in the missing range values based on the known ones.  With numeric data, when the “filling in” process is based on the assumption that the resulting graph must be a straight line, it is called linear regression.  When the “filling in” is allowed to be the graph of a higher order hyper-surface, it is called non-linear regression.
In Association Rule Mining new hierarchies of partitions are generated for each rule.  The partitions have only two components, one of which represents the data points of interest and the other is its complement.  Support is a property of one partition whereas confidence relates two partitions within a hierarchy. 

          Partitions that are generated by clustering or classification will generally have more than two components.  This does not preclude a description based on Boolean indexes.  The labels of a general partition can be seen as nominal values, and as such, one possible representation uses one Boolean quantity for each label value, i.e., in this case one index.  

Distance Measures

          We are now in a position to define distance or dissimilarity measures on attribute domains.  This will allow us to use similarity (lack of dissimilarity) between data items as a criterion for the partitioning tables.  It is important at this point to preserve flexibility in our definition of space to make the theory applicable to a wide variety of application domains.  Nevertheless we need certain tools to perform calculations.

          We need a norm to evaluate distance and an inner product to determine angles.  In mathematical terms, a space with these properties is called a pre-Hilbert space.  It is a space that is a specialization of a normed linear space and has all its properties 

| x | ( 0  for x ( 0  and  | x | = 0 for x = 0

| x + y | ( | x | + | y |

| a x | = | a | | x | for any real number, a.

The norm induces a unique distance function by

d( x , y ) = | x - y |.

          We pause here in the general treatment of distance, to point out that there are often alternatives to how | x | is defined, even in a standard numeric domain.  For example, assume the domain of numbers, {0, 1, …, 255} represented as all 8-bit strings and interpreted as base-2 representations of those numbers.  In this case we usually define

| x |  (  | x7..x0 |  (  | (i=7..0(xi * 2i) |  =  | (i ( {left-most 8 positions in which the x bit = 1}   (xi * 2i) |

          The final representation simply sums over the left-most 8 bit positions (i.e., all of them) at which the x-bit is a 1-bit, that is to say, all x-bits that are 1-bits.  Although it is clearly a true statement, one might wonder why we would want to view it that way?  The reason is, then we can consider a whole class of alternatives, called the HOBBit length (for High Order Bifurcating Bits) as follows.

          If, for k ( {8,…,1}, we define the HOBBit-k length to be, 

| x |k = | (i ( {left-most k positions in which the x bit = 1}   (xi * 2i) |

          Is this a norm?  We will answer that question later, but for now, we simply say that HOBBit-k length is an alternative, faster way of measuring vector length (fewer terms to sum over – note for HOBBit-1 there is no summing at all) which gives an approximation to the standard length.  In some applications this is a good tradeoff.

          In a pre-Hilbert space one can place an additional requirement on the norm, and thereby define an inner product space.  The requirement, which is known as the parallelogram condition, states that the square of the sum of the diagonals is equal to the sum of the squares of the sides for any parallelogram, or, for any two points, x and y, 

|x+ y|2 + | x - y|2 = 2 (| x |2+| y |2 )
An inner product can then be defined as

x ( y = ( | x + y |2 - | x - y |2) / 4.

          The classical Frechet - Von Neuman - Jordan theorem states that this scalar product is commutative, distributes over addition, commutes with real multiplication, and satisfies

x ( x = | x |2.

Alternatively it is possible to postulate a scalar product with these properties and derive the properties of a norm from there.  Therefore the concepts of a scalar product and a norm are dual.  Most of the common metrics belong to the class of Minkowski distance metrics, Lp.

The Minkowski distance for equally weighted dimensions is 
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where p is a positive integer, and xi and yi are the components of vectors X and Y in dimension i.  Weights can be added to the summands for complete generality.

For p = 1 the Minkowski distance becomes the Manhattan distance:  the shortest path between two points has to follow a dimension-parallel grid.  For p = 2 the regular Euclidean distance is regained.  In the limiting case of p→( the Minkowski distance becomes the Max distance
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We return to the HOBBit-k measurements for a moment.  A computationally efficient distance measurement over numeric domains is the High Order Bifurcating Bits Distance (HOBBit)[5].  For one dimension, the HOBBit-1 distance can be defined alternatively as the number of digits by which the binary representation of an integer has to be right-shifted to make two numbers equal.  Using this alternative definition, HOBBit-k distance is the lowest number of digits by which the binary representation has to be right-shifted to leave at most k-1 bits differing.  For more than one dimension, the HOBBit-k distance is defined as maximum of the HOBBit-k distances in the individual dimensions.  Of course, it is not necessary to use the same k for every domain.  This is a parameter choice left to the user.

It is important to note that the norm of any one attribute can be chosen independently from the norm on the vector.  In fact we point out without proof that groups of attributes, such as the Boolean variables that we use to represent categorical attributes, can be treated together as one attribute that has an associated metric which is independent of the metric of the vector.

We will make use of this to consistently choose the Max metric (L() for our norm on the Boolean values that represent categorical attributes.  Our encoding is based on the bit-slices of the attribute labels.  Bit-slices are considered as separate variables.  This corresponds to a mapping to the corners of an n-dimensional hypercube as representation of up to 2n domain values.

The Max metric evaluates any distance within a hypercube to be 1.  Therefore the distances between any two attributes will be the same unit distance.  For an example of a categorical attribute with a domain of size 4 the representation becomes 00, 01, and 10, and 11.  It can easily be seen that the Max metric distances between any of these numbers is 1.

Concept Hierarchies

          Concept hierarchies allow data mining to be performed at different levels of abstraction.  They occur most often, and find their usefulness, in categorical domains.  

          Commonly data mining algorithms assume that a mapping must exist from low-level attributes to high-level attributes.  It is important to realize that this is not the only kind of concept hierarchy that can be identified in a database.  Attributes are often encoded in such a way that only difference information is given at any one level.  We will look again at the example of attributes "year", "month", and "day_of_month".  Clearly "day_of_month" does not contain information on the month or the year.  The highest level in this concept hierarchy is "year", but the next lower level is not "month", but instead the combination of "year" and "month".  We will refer to such attributes (e.g., month) as concept slices.  Concept slices correspond to Cartesian products.  In the above case, the year-month-domain constitute the Cartesian product of the year-domain and the month-domain.

          In a very natural way, value-based concept hierarchies and slices can be identified within any one integer-valued attribute.  Just as the digits of a number in any number system could be identified as concept slices, i.e., elements in a concept hierarchy that is defined through differences, so can binary digits (the so-called “bit-planes”).  Of course, again it is natural to consider these concept hierarchies in terms of Cartesian products.  Thus, we can think of a relation, R, with n attributes, each defined on the domain, B of 8-bit binary numbers, for instance, as a subset of an n-dimensional vector space over the real numbers.  This vector space is, of course, a Cartesian product of n copies of the real number domain – the concept slices of this structure.  One can further consider each each attribute of R as a Cartesian product of its bit-planes.

          We use this understanding to systematically break up each integer attribute into bit-planes.  Each bit of each integer-valued attribute is saved in a separate file, resulting in a bit sequential (bSQ) file format[6].  Note that this treatment is significantly different from the encoding we use for categorical attributes.

          For categorical attributes the individual bit-planes of the encoding were considered equivalent.  There was no concept hierarchy associated with the individual values.  For integer attributes, on the other hand, this hierarchy is very important to represent distance information properly.   Mining data using different accuracies now becomes mining at different levels of a partition hierarchy.  At the highest level membership in the components is entirely determined by the highest order bit.  For lower levels the successive bit values represent differences.  That means that the lower order bits do not by themselves constitute a lower level in a concept hierarchy, but rather represent changes or deltas with respect to the next higher level.

          The important aspect of going to the finest level of differences, namely bits, is that we can use a standard bit-wise "AND" to generate partitions at every level.  The bit sequences that are produced by a multi-way "AND" of all bit-levels equal to and higher than some given resolution is, in database language, the bitmap for a bitmapped index of the data points with attribute values within the represented interval.  In data mining we often want to compute counts within such a sequence.  For computational and storage reasons we do so by defining a hierarchy in the space of the key attribute(s), which we call structure space.

          We use P-trees [8], a data structure that represents count information as a tree structure.  P-trees can be defined at any of the levels of the concept hierarchy that we described for bit sequential sequences.  Their multi-level structure leads to an improvement in storage efficiency and speeds up the "ANDing” operations involved in creating a concept hierarchy. 

Learning Through Partitions

          We will now proceed to demonstrate in more detail how data mining algorithms can be described in the framework of partitions on tables.  Data mining generally works with data points that can be considered equivalent according to some measures.  Therefore it is natural to look for equivalence relations on the data.  Knowing that equivalence relations and partitions are dual concepts, i.e., both separate space into mutually exclusive and collectively exhaustive components, we can thereby justify our focus on partitions.  Unsupervised learning techniques, such as clustering, as well as supervised ones such as classification and association rule mining can be seen in this context.  

          In clustering equivalence is often defined through a distance measure on feature attributes.   The k-means method defines points to be equivalent to a cluster center if the distance is smaller than that to any other cluster center (ties can be broken by an order numbering of the centers).  For given cluster centers this uniquely defines a partition.  

          The definition of clusters is changed iteratively based on the distribution of data items within the cluster.  Different strategies exist to label data items according to their cluster membership.  One possibility is to create an index that associates the cluster label with data items in the cluster.  As an example we will look at an algorithm that is based on P-trees [4].  One P-tree index can only distinguish between members and non-members of one cluster.  Multiple P-trees, therefore, must be created if there are more than two clusters.


The multi-level structure of a P-tree lends itself to the rectangular clusters analyzed in [4].  Aggregate information at the bit-level can be extracted by projecting onto each individual bit-plane.  This allows very efficient calculation of the means that are relevant for the clustering algorithm.  Clustering techniques that are not based on distance measure can still be viewed as special cases of a partitioning.  In density-based methods equivalence is commonly given through some measure of connectivity with a dense cluster.

          In the DBScan [9] clustering method the measure of connectivity is determined by the condition that a cluster member is within an (-range of the data point in question.  In one variant of DENCLUE [10] connectivity is granted if a path to a cluster member exists for which an overall density function exceeds a threshold.  Density methods commonly allow the existence of outliers that are not connected to any cluster. In our model outliers are considered to be in a cluster by themselves.  

Many clustering algorithms make use of concept hierarchies.  Agglomerative and divisive techniques can be viewed as partitioning strategies that start from opposite ends of a concept hierarchy.  Agglomerative clustering begins at the bottom of a hierarchy by considering only those data points to be in the same cluster, for which the relevant attribute values are identical.  This corresponds to an equivalence relation that takes d( x , y ) = 0 as its condition of equality.

Further steps in agglomerative clustering correspond to moving up some concept hierarchy.  Divisive clustering begins at the top of a hierarchy by considering all data items to be in the same cluster.  This corresponds to an equivalence relation based on no condition for equivalence.  Successive steps in divisive clustering correspond to moving down some concept hierarchy.

Classification differs from clustering in several respects.  In classification the properties of one particular class label attribute, together with some condition on similarity of the remaining attributes, are used to determine class membership.  The class label attribute is not expected to be known for unseen data. Therefore partition membership has to be defined on the basis of non-class-label attributes alone.

In the absence of noise, and for perfect classification, data points are considered to be in the same equivalence class if and only if the values of one particular attribute, the class label attribute, are equal according to some definition of equality. Correspondingly, the partition that is defined by the class label attribute is identical to the partition used in prediction.

In the presence of noise, this is not always the case.  Different classification algorithms handle noise differently.  ID3 decision trees [11] determine partition membership on the basis of plurality.  Decision trees can be interpreted as indexes based on some subset of non-class-label attributes.  It is worth noting that the partition described above is not the only possible one when performing classification.

2.  VERTICAL MINING PRINCIPLES AND DATA STRUCTURE DESIGN

Weaknesses of Horizontal Data Layout for Data Mining

For several decades and especially with the preeminence of relational database systems, data is almost always formed into horizontal record structures and then processed vertically (vertical scans of files of horizontal records). This makes good sense when the requested result is a set of horizontal records. In knowledge discovery and data mining, we are typically interested in collective properties or predictions that can be expressed very briefly. Therefore, the approaches for scan-based processing of horizontal records are known to be inadequate for data mining in very large data repositories [HK01, HPY00, SAM96].

For this reason much effort has been focused on sub-sampling [POJ99, Cat91, MCR93. ARS98, GGR+99, HSD01] and indexing [MAR96, SAM96] as methods for addressing problems of scalability. However, sub-sampling requires that the sub-sampler know enough about the large dataset in the first place, to sub-sample “representatively”. That is, sub-sampling representatively presupposes considerable knowledge about the data. For many large datasets, that knowledge may be inadequate or non-existent.

Index files are vertical structures. That is, they are vertical access paths to sets of horizontal records. Indexing files of horizontal data records does address the scalability problem in many cases, but it does so at the cost of creating and maintaining the index files separate from the data files themselves.

In this Presentation, we propose a database model in which the data is losslessly, vertically structured and in which the processing is based on horizontal logical operations rather than vertical scans (or index-optimized vertical scans). Our model is not a set of indexes, but is a collection of representations of dataset itself. Our model incorporates inherent data compression [DKR+02] and contains information useful in facilitating efficient data mining.

Data Encoding

Since our goal is to employ fast Boolean operations on vertical datasets, we need to encode the data into binary format as the first step. Different encoding strategies can be used on different types of attributes. Even for attributes with the same type, we might encode using different strategies, depending on the inherent relationship of attribute values. Below we will describe some of the encoding strategies with examples. For easy retrieval, we limit them only to fixed length encoding.

Binary Encoding

In terms of numeric values (excluding floating point values), we can use 
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 bits to represent values between 0 and n. This strategy is also very suitable for attributes with a fixed set of possible values. For example, gender attributes can be encoded as 0 or 1; months of a year can be encoded as 4 bits values ranging from 0000 to 1011.

Lookup-table Encoding

For most non-numeric discrete values (categorical data), we can easily maintain a lookup table for all the possible values. For example in Figure 1, we encode all five possible values into 3 bits and maintain a lookup table. We can decode values by lookup.
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Figure 1. An example using lookup-table encoding.

Bitmap Encoding

For categorical and those numeric attributes with sparse value occurrence, bitmap encoding is very useful. There are two bitmap encoding schemes, equality encoding and range encoding. These schemes have been described in several papers under different names [WLO+85, OQ97, CI98].  Equality encoding is the most fundamental and common bitmap encoding scheme. If m is the cardinality of the relational table, n is the number of different values for an attribute, then the corresponding column of the table can be encoded by a m by n matrix, where the ith bit in the bitmap associated with the attribute value v is set to 1 if and only if the ith record has a value of v, and the ith bit in each of the other bitmaps is set to 0. The matrix consists of n bitmaps {E0, E1, …, En-1}. Figure 2 shows the projection on an attribute with duplicates preserved and the corresponding equality-encoded columns, where each column represents an equality-encoded bitmap Ev associated with an attribute value v.










Figure 2.  An example using bitmap encoding.

For hierarchical categorical attributes, upper levels in the hierarchy can be handled as composites of the categories that make them up (and therefore the bitmap for a composite attribute is just the logical OR of the bitmaps for those categories that make it up).

For numerical data, there are several approaches to interval encoding.  The intervals can be disjoint and collectively exhaustive, partitioning the number range, and then the partitions can be either equal diameter or unequal diameter (determined by a sequence of endpoints).  The intervals can also be nested instead of disjoint.  Such intervalizations include the range encoding scheme discussed next.

In all interval encoding schemes, each interval has a bitmap associated with it in which the ith bit is 1 if and only if the ith value in the list is contained in that interval.  Equi-diameter intervalizations can be thought of simply as smoothings of the data.  If the diameters are consecutive powers of 2, then the resulting bitmaps are just the bit slices of the base-2 expansions of the numbers.

Equi-diameter intervalization can be done recursively, resulting in a concept hierarchy for the number domain.  This hierarchy can be thought of as successive generalizations of the numbers themselves.

Equi-diameter intervalization is sometimes called equi-width partitioning.  An alternative is, so called, equi-depth partitioning, which is data set dependent, and partitions the domain into partitioning intervals so that each interval contains the same number of values (therefore, equi-depth).

Domain knowledge may dictate a intervalization (partitioning into intervals that is neither equi-width nor equi-depth.  For example, in precision agriculture, a yield attribute (a yield number for each grid sections of a crop field) might best be intervalized into low, medium and high yield, where low may be [0, 80], medium may be [81, 110] and high may be [111, (], as determined by the producer who wants the information in the first place.

Nested intervalizations and partition intervalizations are both fully defined by the sequence of end-points used.  Clearly, once the end-point sequence is selected, one can create a nested or partition intervalization based on those points and one can easily convert from one intervalization to the other.

Range encoding schemes

The range encoding scheme consists of (n-1) bitmaps {R0, R1, …, Rn-2}, where in each bitmap Rv, the ith bit is set to 1 if and only if the ith record has a value in the range [0, v] for the attribute. In Figure 3, (b), (c), and (d) show the range-encoded bitmaps of column shown in (a). 


[image: image4]
Figure 3. Examples of range encoding. 

(a) Projection of attribute A with duplicates preserved. 

(b) Single component, base-9 range-encoded bitmaps.

(c) Base 3 range-encoded bitmaps.

(d) Base 2 range-encoded bitmaps.

Of course this last range encoding is just the bit complement of the standard base-2 number system encoding.

However the data is bit encoded, the collection of resulting bitmaps provides a vertical lossless representation of the data. Vertical data

Vertical Data Structure Introduction

By encoding the data into binary values, we are able to break up attributes into bit slices. In this sense, all the attributes can be treated universally for data mining, although they might have different evaluation functions defined for some measurements such as similarity, distance, means, etc.

Current practice is to Structure data into horizontal records and then process those records vertically (through scans).  The figure below illustrates that paradigm.

In [PDD+01], a quadrant-based tree structure, called the Peano Tree or P-tree, was developed to facilitate compression and very fast processing (logical ANDing) of bit sequential (bSQ) data.  The most useful form of a P-tree is the predicate-P-tree in which a 1-bit appears at those tree nodes corresponding to quadrants for which the predicate holds. In Figure 4, (a) is a bSQ file with 64 rows, the file is rearranged into 2-D Peano or Z order in (b), and the P-tree is shown in (c).


[image: image5]
Figure 4. An example of bSQ file, 2-D Peano order bSQ file, and P-tree.

(b) bSQ file. (b) 2-D Peano order. (c) P-tree.

In this example, the count of 1-bits in the entire file is called root count of the P-tree (equals 39 in this example). The root count or any other quadrant count can be computed quickly by summing from the bottom up. If we compute all quadrant counts and place them at the nodes of a P-tree, it is called a Peano Count tree.  In a Peano Count tree, the leaf sequence (depth-first) is a partial run-length compressed version of the original bit vector [DKR+02].

Therefore, P-trees can save substantial amounts of storage. P-trees can be 1-dimensional, 2-dimensional, 3-dimensional, etc. If the data has a natural dimension (e.g., spatial data) the P-tree dimension is matched to the data dimension. Otherwise, the dimension can be chosen to optimize compression. We focus on 1-dimensional P-tree in this Presentation. 

To convert a relational table of horizontal records to a set of vertical P-trees, we first project the table into columns, one for each attribute, retaining the original record order in each. Then each attribute column is further decomposed into separate bit vectors, one for each bit position of the values in that attribute.

Each bit vector is then compressed into a tree structure by recording the truth of the predicate “purely 1-bits” recursively on halves until purity is reached. Figure 1 gives an example of this conversion process. 


[image: image6]
Figure 1. Transformation of relational table to P-trees

Data Intervalization and Value Concept Hierarchy

On numerical attributes, considering together values within some interval normally leads to more efficient data mining. Using the vertical data organization, we can easily intervalize data with a certain value concept hierarchy. For example, for numeric data between 0 and 255, we can use 1 bit up to 8 bits to represent the data intervals.  Different numbers of bits correspond to different granularities. Figure 2 illustrates the value concept hierarchy of values from 0 to 255.

                                [0,0]                                               [1,1]                        ------ 1 bit

                                    ( 0~127 )                                                  (128~255)


                    [00,01)            [01,10)               [10,11)                   [11,11]      ------ 2 bits

                        (0~63)                (64~127)                 (128~191)                    (192~255)

 

               [000,   [001,       [010,  [011,       [100,    [101,        [110,    [111,   ------ 3 bits

                001)    010)        011)   100)        101)     110)         111)     111]  

                 (0~31)  (32~63)      (64~95) (96~127) (128~159) (160~191) (192~223) (224~255)

Figure 2. Value concept hierarchy.

Logical Operations on Vertical Data

Different operations can be applied on P-trees. P-tree algebra contains operators, COMPLEMENT (denoted '), AND (denoted ⋀ or &), OR (denoted ⋁ or |), and XOR, the bitwise logical operations on P-trees. These operations can be conducted directly without decompression, eliminating a high CPU cost required in most compression algorithms.


[image: image7]
Figure 3. P-tree operations. (a) P1. (b) P2. (c) P1’. (d) P2’. (e) P1⋀P2. (f) P1⋁P2.

Figure 3 shows two P-trees, P1 and P2, and the corresponding logical operations. The P-tree logic operations are performed level-by-level starting from the root level. They are associative, commutative, and distributive, since they are simply pruned bit-by-bit operations. For instance, ANDing a pure-0 node with anything results in a pure-0 node, ORing a pure-1 node with anything results in a pure-1 node. In Figure 3, (e) is the AND result of P1 and P2, and (f) is the OR result of P1 and P2. 

Predicate Tree Construction Details

Next, we consider the construction of our basic data structure, the Predicate Tree, more formally and in more detail.












Figure:       a)  A (horizontal) record structure;      b) The file is scanned vertically; 

c) The same file with values expressed as 3-bit numbers.

Next, each attribute of the original data file is projected onto a separate file as follows.
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Next, for full vertical decomposition, each attribute is further vertically decomposed into individual bit-position files as follows.


[image: image9]
These bit files (the basic bit vectors) may be very sparse.  They can be compressed in various ways.  For our purposes, the compression should be such that horizontal processing across the collection of files (logical AND, OR, NOT, …) is efficient and such that the subsetting and recombining is also accurate and efficient.  For these reasons, we choose a tree structure compression which is essentially run-length compression but with the caveat that runs are allowed to end only on a particular set of boundaries (the same boundaries for all basic bit vectors).  We call these basic compressed bit trees, the basic Predicate-trees (or P-trees) for this data set.  The choice of boundaries depends upon the “dimension” of the P-trees desired.

The basic 0-dimensional P-trees are just the basic (uncompressed) bit vectors themselves.  The basic 1-dimensional P-trees result from taking run boundaries that fall on “half-points” (1/21  points) only.  The basic 2-dimensional P-trees result from taking run boundaries on “quarter-points” (1/22  points) only.  The basic 3-dimensional P-trees result from taking run boundaries on “eighth points” (1/23  points) only, etc.

The set of basic P-trees of any dimension (the dimension(s) is(are) a user parameter choice) can be constructed either top-down or bottom-up.  The top-down construction is probably the most instructive as a first example, and we will illustrate top-down construction of the 1-dimensional P-trees next.  However, we point out that bottom-up construction is clearly the most efficient, and we will illustrate bottom-up construction of 1-dimensional P-trees also.

Top-down construction of the 1-dimensional P-trees

From the file, R(A1, A2, A3, A4), and the resulting 0-dimensional basic P-trees (bit vectors), R11, …, R43,  shown above, we construct the 1-dimensional basic P-trees “top-down” as shown.  Only the construction of P11 from R11 is shown.  P12, …, P43 are constructed from, R12, …, R43, respectively, in the exact same way.

The top-down construction of the 1-dimensional P-tree representation of R11, denoted, P11, is built by recording the truth of the universal predicate “pure 1” in a tree recursively on halves, until purity is achieved.

For illustration purposes, we lay out R11 on its side (so we can talk in terms of left and right halves of R11 to correspond with left and right branch of our P-tree, P11).

R11     0 0 0 0 1 0 1 1

Recursively we evaluate the predicate “Is this half universally 1-bits (pure-1)?” and record the answer as at truth bit in the appropriate node in our P-tree, until purity is reach (either pure-1 or pure-0).

The entire vector is pure-1. 

R11     0 0 0 0 1 0 1 1
False, record 0 at the root:



0

The left half is pure-1. 

R11     0 0 0 0 1 0 1 1

False, record 0 at the left branch:


0








 0

We note that the left half is pure, however (pure-0), so that left branch terminates (is not built down any further).

The right half is pure-1. 

R11     0 0 0 0 1 0 1 1
False, record 0 at the left branch:


0








 0
        0

Left half of right half is pure-1.
R11     0 0 0 0 1 0 1 1

False, record 0 at the left branch


0


of the right branch:








 0
        0









    0

Right half of right half is pure-1.
R11     0 0 0 0 1 0 1 1
True, record 1 at that node:



0








 0
        0









    0   
 1

We note that this half is pure, so the tree branch terminates.

Left of left of right half is pure-1.
R11     0 0 0 0 1 0 1 1

True, record 1 at that node:



0








 0
        0









    0   
 1








     
  1

Right of left of right half is pure-1.
R11     0 0 0 0 1 0 1 1

False, record 0 at that node:



0








 0
        0









    0   
 1








     
  1  0

The basic P-tree, P11, which is the 1-dimensional compression of R11, is thus:



[image: image10]
In exactly the same way, P12, …, P43 are constructed from, R12, …, R43, respectively.

The result is the set of 12 basic 1-dimensional P-trees for R:


[image: image11]
Before showing the more efficient bottom-up construction of this basic P-tree set, we pause to give a simple example of their use in data mining.  Very often in data mining, we need to count the number of occurrences of some record or tuple in a file or relation.  With horizontal structures (assuming we do not have specifically designed indexes to help us) we have to scan vertically down the entire file to get that count.  With basic P-trees, to count the number of occurrences of, for example, the record

7,     0,     1,     4
we need only observe that this record has the binary pattern,

1 1 1  0 0 0  1 1 1  1 0 0

then perform a logical AND of the corresponding P-tree for each 1-bit and a logical AND of the complement of the corresponding P-tree for each 0-bit.  We note (and show in detail later) that the complement of a basic P-tree is constructed by bit-complementing only the leaves of the basic P-tree.

          Therefore, the logical program is:

P11 ^ P12 ^ P13    ^    P’21 ^ P’22 ^ P’23    ^    P31 ^ P32 ^ P33    ^    P41 ^ P’42 ^ P’43
          Employing the shortcuts (to ANDing P-trees) that a 0-node in any operand means that node is 0 in the result and a 1 node in any operand can be skipped (just AND the other corresponding nodes), the resulting P-tree (which is called the tuple-P-tree for the tuple, (7, 0, 1, 4) because it records the truth of the predicate “this half is purely  (7, 0, 1, 4)” recursively until purity is reached), is,

          P(7,0,1,4)


[image: image12]
In order to get the count of (7, 0, 1, 4) tuples in R, we need only accumulate the “root count” of    P(7,0,1,4)    which we can do efficiently by realizing that a 1-bit at level-k contributes 2k to the count.  The root count of P(7,0,1,4), denoted, rc( P(7,0,1,4)  ), is 2.

A much more thorough and detailed discussion of the P-tree algebra, its uses, and the concepts of basic P-trees, value-Ptrees, tuple-P-trees, root count and etc, will be given also.  This treatment is meant only to motivate and illustrate the construction and basics of the technology.


Next we show how P11 is constructed from R11 bottom-up (more efficiently, in general).

The bottom-up construction of the 1-dimensional basic P-tree, P11, from R11, is done using in-order tree traversal and the collapsing of pure siblings, as follow:

We sequence across R11 left-to-right, filling in the tree in-order.

R11     0 0 0 0 1 0 1 1
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 0
R11     0 0 0 0 1 0 1 1


[image: image14]
 0 0
We collapse these pure-0 siblings.

R11     0 0 0 0 1 0 1 1


[image: image15]
We move to the next bit of R11 and record it in the tree.

R11     0 0 0 0 1 0 1 1
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        0

We move to the next bit of R11 and record it in the tree.

R11     0 0 0 0 1 0 1 1


[image: image17]
        0 0

We collapse these level-0 pure-0 siblings.


[image: image18]
We collapse the level-1 pure-0 siblings.
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We move through the next four bits of R11 and record it in the tree.

R11     0 0 0 0 1 0 1 1

[image: image20]
      1 0  1 1

Finally, we collapse the level-0 pure-1 siblings and fill in all remaining nodes as 0.


[image: image21]
      1 0

We pause to point out that, even though bottom-up construction of basic P-trees does require one file scan (which we have criticized horizontal data structuring for), we note that this construction process is a one-time only process and its costs can be amortized over all subsequent uses of these structures.


The above top-down and bottom-up construction of 1-dimensional basic P-trees shows the basic process, and the horizontal AND program to compute the number of occurrences of a particular record shows the basic processing step for the P-tree technology.  Next we simply point out again that the dimension of the basic P-tree set is a user choice.  It can be used to optimize compression, to accelerate data mining, or simply to fit the data intuitively (user understandability).

For example, 2-dimensional basic P-trees make intuitive sense for 2-dimensional images, 3-dimensional basic P-trees make good intuitive sense for solids, etc.  We illustrate the bottom-up construction of a 2-dimensional basic P-tree from a bit slice (e.g., the high order bit of the red color band) of an image next.

Suppose the raster-ordered, most-significant (left-most) bit of the red band of an image file is:

1111110011111000111111001111111011110000111100001111000001110000

which, in spatial position is:


[image: image22]
We traverse this bit vector in spatial raster order (rather than left-to-right), build a fan-out=4 basic P-tree by recording the truth of the universal predicate “quadrant is purely 1-bits” recursively until purity is achieved.

We construct the Predicate tree in-order, collapsing pure sibling nodes as we go, as above:

START_HERE
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Figure:    
a)   shows a particular cell (at row-7, column-1),

b) shows the branch numbering and IP-address-like quadrant-ID scheme,

c) shows the re-ordering conversion from coordinates to quadrant-ID (pair-up the two high-order bits for the first quadrant-ID segment, the two middle bits for the second quadrant-ID segment, and the two low-order bits for the third quadrant-ID segment).

The figure shows the reason Peano ordering is used instead of any of the other space filling curve ordering (e.g., Hilbert, Jordan, etc.), namely that the conversion between coordinates and quadrant-ID is very simple and useful.

Just for completeness, we show include a picture illustrating the same construction for the 3-dimensional cases.  The file has the xyz-coordinates of voxels and an intensity measurement for each voxel (e.g., average temperature at Fargo, ND in December).  The four cubes at right show the bit slices and the Peano ordering that would be used on them.  The four basic 3-dimensional P-trees would be fan-out=8 trees, which could be constructed top-down by recording the truth of “octant is pure-1” recursively on octants until purity is reached.  The same reordering of  bits will achieve conversion from standard xyz-coordinates to IP-address-like octant-ID.
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Lazy classifiers don't usually attempt to partition space entirely. The k-nearest-neighbors classifier uses a different partition for each prediction.  Data points are selected entirely on the basis of similarity in the space of the non-class-label attributes.  The predicted value of the class label attribute can be derived from the average or plurality member of the class labels of the selected data points.  It [5] this algorithm is shown to benefit from the use of P-tree indexes that allow efficient evaluation of the necessary averages by projecting onto each individual bit-plane and combining the aggregate information.  

Whereas standard classification techniques naturally partition space according to the predicted value of the class label attribute, Association Rule Mining aims at finding rules on the basis of their relevance.  Therefore the most natural partition is one that separates data items that are relevant according to some measure, from irrelevant data items.  New partitions will be created in the process of finding each rule

 
It is important to realize that the properties of any one partition are not sufficient to determine an acceptable or strong rule.  A strong rule is defined as having high support as well as high confidence.  The latter requires calculation of the support of the antecedent as well as the support of the combination of antecedent and consequent.  This process is simplified by the fact that the two partitions of interest are part of the same concept hierarchy.

The task of an ARM algorithm therefore involves constructing different concept hierarchies and evaluating combinations of counts.  The relevant partitions contain only a small fraction of the data items in the table.  If such a partition is represented by an index, the index naturally will be very sparse.  Therefore it is important to use an index that provides good compression.

For continuous data a suitable implementation can again be based on P-trees [7].  A benefit of this implementation lies in the bit-wise representation of the data that makes the construction of a concept hierarchy very efficient. 

Related Vertical Data Structures

The concept of vertical data organization has been studied within the context of both centralized and distributed database systems for a long time, yet much remains to be done [SR02]. It makes hardware caching work really well; it makes compression easy to do; it may greatly increase the effectiveness of the I/O device since only participating fields are retrieved each time. The vertical decomposition of a relation also permits a number of transactions to execute concurrently. Copeland et al presented an attribute level.

Decomposition Storage Model called DSM [CK85], similar to the Attribute Transposed File model (ATF) [Bat79], storing each column of a relational table into a separate table. DSM was shown to perform well. It utilizes surrogate keys to map individual attributes together, hence requiring a surrogate key to be associated with each attribute of each record in the database. Attribute level vertical decomposition is also used in Remotely Sensed Imagery (e.g., Landsat Thematic Mapper Imagery), where it is called Band Sequential (BSQ) format. Beyond attribute level decomposition, Wong et al presented the Bit Transposed File model (BTF), which took advantage of encoded attribute values using a small number of bits to reduce the storage space [WLO+85].  

In addition to ATF, BTF and DSM, there has been other work on vertical data structuring, such as Bit-Sliced Indexes (BSI) [CI98, OQ97, ROO01], Encoded Bitmap Indexes (EBI) [WB98, Wu98] and Domain Vector Accelerator (DVA) [PGT+91].  A BSI is an ordered list of bitmaps used to represent values of some column or attribute, C. These bit-slices provide binary representations of C-values for all the rows. In the EBI approach, an encoding function on the attribute domain is applied and a binary-based bit-sliced index on the encoded domain is built.

EBIs minimize the space requirement and show more potential optimization than binary bit-slices. Both BSIs and EBIs are auxiliary index structures that need to be stored twice for particular data columns. As we know, even the simplest index structure used today incurs substantial increase in total storage requirements. The increased database size, in turn, translates into higher media and maintenance costs, and results in lower performance. However, our database design only requires one copy of the data and no additional auxiliary structures. 

DVA is a method for performing relational operations based on vertical bit-vectors. For joins involving a primary key attribute and an associated foreign key attribute, the DVA method performs very well.

The most significant difference between DVA and our proposed design is that DVA needs to map the attribute values into the entire domain and only works for joins between tables containing primary key and foreign key while our model needs only to encode particular attributes of the domain; Thus, our design facilitates efficient SPJ (Select/Project/Join) query processing and data mining in a unified approach.
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6   7  6   0
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a) horizontally structured


records





b) Scanned vertically





010 111 110  001


011 111 110  000


010 110 101  001


010 111 101  111


101 010 001  100


010 010 001  101


111 000 001  100


111 000 001  100
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c) Same table, values in binary
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